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Abstract – With the proliferation of smartphones 
among everyday users, digital photography in 
public places has exploded. While this trend brings 
the hobby of photography to millions of consumers, 
it also reduces the privacy of individuals in public 
settings as people are inadvertently included in 
strangers’ photographs. These photos can then be 
uploaded to publicly accessible forums such as 
social media platforms without any knowledge of 
the bystanders in the image who might not want 
their location or surroundings disclosed. To 
combat these scenarios, we propose an automated 
system for detecting and distinguishing subjects 
from bystanders in digital images which will later 
be used with visual obfuscating techniques to 
protect bystander privacy. Techniques such as gaze 
direction tracking, facial size detection, and head 
pose estimation are all explored as methods of 
extracting useful features for training various 
classifiers. Specifically, Random Forest, Gradient 
Boosted Decision Tree, Multilayer Perceptron, and 
Support Vector Machine classifiers are trained and 
evaluated for accuracy. 

 
Index Terms: Privacy, smartphones, photography, 

machine learning, computer vision.  

I. INTRODUCTION  
Digital photography has substantially increased 

over the past decade with the spread of consumer 
smartphones with integrated cameras. Recent 
estimates demonstrate that the number of digital 
photos taken worldwide has increased from 660 billion 
in 2013 to 1.2 trillion in 2017, with smartphones being 
used to capture around 85% of these images [1].  This 
modern trend of consumer photography means photos  
are rapidly increasing in occurrence. By nature, photos 
taken in public places often include a mix of subjects 
who are the targets of an image, and bystanders who 
are not the targets of photos but are included 
nonetheless.  Often, bystanders have photos captured 
of them without any knowledge. Coupled with the rise 
of social media platforms and other online forums, 
user images including strangers are frequently made 
accessible to  

 

 

the public. Although the intent of users uploading 
these photos is usually not to reveal the location and 
surroundings of strangers, this does result in a breach 
of privacy for strangers who might not want their 
surroundings shared publicly.  

To mitigate such privacy leakage, this paper 
presents an approach for distinguishing the subjects 
and bystanders in images. It could be used together 
with a method for obfuscating or blurring the faces of 
bystanders to protect their privacy (e.g., Gaussian 
blurring used in [2]). The basic idea of the approach is 
to use features that are usually different for subjects 
and bystanders to build a classifier, and use the 
classifier to differentiate subjects and bystanders. To 
the best of our knowledge, this approach is the first one 
that addresses the problem based on pure visual 
features.   

Features being explored and tested include relative 
face size, head pose angles, and relative face location. 
These features are extracted from sample photos by 
using new, state of the art facial analysis techniques 
from the OpenFace framework [3].  For example, 
facial size is computed using precise-fitting facial 
landmarks rather than loose-fitting bounding boxes. 
Bounding boxes around faces are certainly easier to 
extract from an image using most popular facial 
detection libraries but do not provide the high degree 
of accuracy that facial landmarks enable. Being able to 
achieve such precise measurements allows for new 
applications of machine learning based classifiers to 
attempt to bridge the gap between human and machine 
vision capabilities.  Being able to use computer vision 
techniques is especially important in tasks such as 
target and bystander recognition which involves 
analyzing enormous numbers of photos. 

The remainder of this paper is organized as follows.  
Section II provides an overview of related works being 
used in this research. Section III offers detailed 
descriptions of each feature included in the model.  
Section IV discusses the selection of classifiers and 
compares their benefits and drawbacks. Section V lists 
evaluation results and compares the new and old 
model. Section VI concludes with discussions of 
future works. 

 



 

II. RELATED WORKS 

    We are unable to find any directly related studies in 
automating the determination of whether a person is 
the subject of a photo or a bystander.  There have been 
several recent studies in object recognition and photo 
classification for privacy purposes [4-6], but none so 
far have attempted to tackle the problem of protecting 
strangers’ privacy in digital photography. Our 
previous work [2] has proposed a system for mutual 
cooperation whereby a photographer taking photos 
and strangers included in the photo work together to 
hide the faces of those who do not wish to appear in 
the image.  However, that system requires direct input 
from users which might not always be desirable.   

Existing projects relating directly to facial feature 
extraction and general computer vision techniques are 
fundamental to the success of this research.  
OpenFace, an open source framework for facial 
recognition, head pose estimation, and gaze tracking 
[3, 7-9], is instrumental in improving the extraction of 
facial features and information from test images.  The 
project features state of the art facial recognition 
algorithms which are heavily relied upon for feature 
extraction.  OpenCV, a library for computer vision and 
machine learning [10], is also used for its variation of 
the Laplacian algorithm to compute a blurriness metric 
over detected faces. This work is based on the authors’ 
dissertation and thesis work [11, 12]. 

III. FACIAL FEATURE DESCRIPTIONS 

A. Relative Size 

    The size of a face in an image can be useful in 
determining the importance of an included person.  For 
example, a person featured prominently in the 
foreground of an image facing the camera will have a 
larger face than others in the background and often 
indicates the person is in fact the subject of a photo. 

    This feature is calculated once all faces in an image 
have been identified using OpenFace’s detection 
models and facial landmarks have been placed around 
each face.  The positioning of these landmarks is 
visualized in Figure 1.  Specifically, the pixel distance 
in the x direction between landmarks 0 and 16 is 
calculated to obtain width, while the pixel distance in 
the y direction between landmarks 8 and 24 is 
calculated to obtain height. These two measurements 
are multiplied to accurately obtain the absolute face 
size.  This process is performed for each face in an 
image and then the sizes are normalized using the 
maximum face size for the image.  The resulting 
computation for relative face size of a given face in an 
image is: 

𝑺 =
#(𝒍𝒎𝒌_𝟏𝟔𝒙 − 𝒍𝒎𝒌_𝟎𝒙) ∗ 0𝒍𝒎𝒌_𝟐𝟒𝒚 − 𝒍𝒎𝒌_𝟖𝒚56

𝐦𝐚𝐱	 _𝒔𝒊𝒛𝒆  

 

 
Fig. 1. OpenFace Facial Landmarks taken from: 

https://github.com/TadasBaltrusaitis/OpenFace/wiki/Output-Format 

 

B. Deviation from Center 

    The primary subjects of a photo are normally 
featured centrally in the image.  Although there are 
often exceptions to this rule, the location of a person’s 
face in the picture is nonetheless an important factor in 
determining if they are the targets.  Figure 2 
demonstrates an example photo where face location 
can be used to distinguish the target from bystanders. 

 
Fig. 2. Target centrally located with bystanders 

further from center.  Photo by FameFlynet Pictures. 

    The amount a detected face deviates from the center 
of a photo is calculated by getting the distance between 
OpenFace landmark 30 and the center pixel of an 
image in both x and y directions, then normalizing the 
x and y distance by image pixel width and height, 
respectively.  These normalized distances are then 
added to give total deviation from center.  The 
equation for a given face in an image becomes: 

𝑫 =	
|𝒍𝒎𝒌_𝟑𝟎𝒙 − 𝒄𝒆𝒏𝒕𝒆𝒓𝒙|

𝒘𝒊𝒅𝒕𝒉 +	
J𝒍𝒎𝒌_𝟑𝟎𝒚 − 𝒄𝒆𝒏𝒕𝒆𝒓𝒚J

𝒉𝒆𝒊𝒈𝒉𝒕  

 



 

C. Local Blur 

    Detecting whether a face is in focus can often 
determine whether a person is meant to be the subject 
of a photo or is included in the unfocused background.  
There are many proposed ways of computing a 
blurriness metric for photos, but a single floating-point 
value is preferred for training classifiers to speed up 
training time and simplify the model. With this in 
mind, the second derivative method using the 
Laplacian operator proposed by Pech-Pacheco et al. 
[13] whereby a 3 x 3 Laplacian approximation defined 
as: 

𝑳 = 	 M
𝟎 −𝟏 𝟎
−𝟏 𝟒 −𝟏
𝟎 −𝟏 𝟎

N 

can be used to compute variance in a given image. The 
OpenCV library offers this functionality and therefore 
was used to compute this variance over the locations 
of faces in their respective images. 

D. Pitch, Yaw, Roll 

    Pitch of a head in an image is defined as the angle 
that a head is looking up or down.  This combined with 
yaw, the angle a head is looking side to side, and roll, 
the angle a head is tilted on its side are helpful in 
determining if a person is facing the camera in a 
picture.  With exceptions, a subject of a picture will 
have their head oriented toward the camera while 
people unaware of a picture being taken will be 
oriented away from and not looking at the camera.  
Because of this, it is believed head pose angles are 
useful for identifying who in a picture is oriented 
toward or away from the camera.  OpenFace allows 
the extraction of pitch, yaw, and roll angles in radians 
[3].  This radian value is used directly in the model 
feature set for each angle estimation (pitch, yaw, roll). 

E. Gaze Deviation 

    Gaze deviation is meant to measure the distance a 
person’s eyes are looking from the camera.  This 
feature is used to account for cases where a detected 
face in a photo is oriented toward the camera, but the 
person is not necessarily looking at or aware of the 
camera.  The ultimate aim is to make the overall model 
more robust with respect to these cases. 

    The gaze estimation in OpenFace is originally 
intended for applications in live video tracking but can 
be used to extract from still images [9].  However, 
estimating gaze from eye shape in a photo is less 
accurate than it would be in a live setting where a 
person’s distance from the camera and the camera’s 
position in world coordinates is well calibrated.  
Therefore, the gaze deviation in this model should be 
considered more of a rough estimate of whether a 
person is looking at the camera and possesses a 
considerable capacity for error. 

 
Fig. 3. Gaze vectors from OpenFace in green on an 
example image with no bystanders.  Original image 

by Steve Granitz | WireImage. 

    In order to calculate the actual deviation of a 
person’s gaze from the camera, we use the gaze angles 
outputted from OpenFace to trace a ray from the center 
of a given face to the estimated camera location at 
(0,0,0).  The ray is the average gaze vector of both 
eyes.  The center of a given face is assumed to be 
landmark 30 with its position estimated in millimeters 
from the camera.  Tracing the ray to the camera 
requires solving for coefficient u in the following 
equation: 

𝒍𝒎𝒌_𝟑𝟎𝒛 + 𝒖(𝒂𝒗𝒆𝒓𝒂𝒈𝒆_𝒈𝒂𝒛𝒆_𝒗𝒆𝒄𝒕𝒐𝒓𝒛) = 𝟎 

Then scaling the average gaze vector by u: 

𝒔𝒄𝒂𝒍𝒆𝒅_𝒈𝒂𝒛𝒆_𝒗𝒆𝒄𝒕𝒐𝒓 = 	𝒖 S
𝒙
𝒚
𝒛
T 

Where x, y, and z are the respective components of the 
average gaze vector.  The final step is computing the 
point where the ray traced from the eye intercepts the 
camera’s z-plane (z=0) by adding the scaled gaze 
vector to the coordinate position of landmark 30: 

𝒊𝒏𝒕𝒆𝒓𝒄𝒆𝒑𝒕_𝒑𝒐𝒊𝒏𝒕 = 𝒔𝒄𝒂𝒍𝒆𝒅_𝒈𝒂𝒛𝒆_𝒗𝒆𝒄𝒕𝒐𝒓 + V
𝒍𝒎𝒌_𝟑𝟎𝒙
𝒍𝒎𝒌_𝟑𝟎𝒚
𝒍𝒎𝒌_𝟑𝟎𝒛
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  The resulting intercept point gives the estimated gaze 
position if a person was looking at the camera’s z-
plane.  The deviation from the camera can then be 
calculated using the distance formula where p 
represents the intercept point calculated previously: 

𝒈𝒂𝒛𝒆_𝒅𝒆𝒗𝒊𝒂𝒕𝒊𝒐𝒏 = X(𝒑𝒙 − 𝟎)𝟐 + (𝒑𝒚 − 𝟎)𝟐 

Zeros are substituted in for the camera’s x and y 
coordinates as the camera is always located at the 
origin for OpenFace’s 3D landmark position 
estimation.  The result is a rough estimate of the 
amount a person’s gaze deviates from the camera. 

 



 

IV. CLASSIFIER SELECTION 

    A variety of supervised learning algorithms is 
selected for training on and evaluating the model. 
Specifically, Random Forest, Gradient Boosted 
Decision Tree, Multilayer Perceptron, and Support 
Vector Machine algorithms are chosen to cover a wide 
range of varied algorithms. Scikit-Learn, a Python 
machine learning framework is selected for its ease of 
use and implementation of each of the required 
algorithms [14].  A description of each of the 
algorithms, their benefits, and specific architecture for 
target/bystander classification follows. 

A. Gradient Boosted Decision Tree (GBDT) 

    GBDT is an application of the gradient boosting 
technique to basic decision tree classifiers. GDBT 
makes use of weak models grown in parallel and 
aggregated together.  The algorithm is meant to 
improve upon basic decision trees by reducing bias 
with multiple combined models [15].  To apply 
gradient boosting to the Scikit-Learn models, the 
XGBoost library was selected for its Python support 
[16] and implemented with 300 estimators and a 
maximum depth of 10.  The learning rate was set to 
0.03 after multiple training attempts. 

B. Random Forest (RF) 

    RF algorithms also attempt to improve upon 
decision tree classifiers with an ensemble of models.  
However, rather than creating multiple weak models, 
RFs make use of fully grown trees.  The model output 
of these trees is used for classification.  The result is a 
reduction in overfitting and error [17].  This algorithm 
is primarily selected to compare its accuracy with the 
GBDT algorithm.  This is implemented with 50 
estimators and a max tree depth of 6. 

C. Support Vector Machine (SVM) 

    SVMs are primarily used for binary classification 
problems.  The algorithm works by attempting to find 
a clear divide between samples represented as points 
by constructing one or more hyperplanes in high-
dimensional space.  Vectors are used to define the 
actual hyperplanes [18]. The SVM algorithm is 
selected for its suitability in binary classification 
problems. A linear kernel is used, and 
hyperparameters for this model are set to 10 and 
gamma set to 0.001 for highest achieved accuracy. 

D. Multilayer Perceptron (MLP) 

    MLP is a type of neural network algorithm which 
makes use of at least an input, output, and hidden 
layer.  The hidden nodes are activated with a nonlinear 
activation function which allows MLPs to separate 
nonlinear data [19].  MLPs are often compared with 
SVMs for classification problems, but more complex 

neural networks are often used for a wide variety of 
modern problems. 

  The architecture of our MLP for this problem 
consists of 3 hidden layers with sizes (7, 5, 3) and the 
hyperbolic tangent function being used for activation.  
The solver for weight optimization is Scikit-Learn’s 
“lbfgs” optimizer.  The learning rate is set to 0.03 with 
alpha set to 0.0001.  This architecture was chosen after 
multiple training attempts and provided the best results 
with the dataset. 

V. EVALUATION 

A. Dataset 

    In order to create a dataset which simulates real-
world photos as closely as possible, images were 
acquired for multiple different cases of 
target/bystander inclusion and positioning.  Some 
special cases included a photo consisting of only 
bystanders with no discernable targets, or where a 
target in a photo is located in an obscure position 
compared with other bystanders.  Most of the photos 
in the dataset consisted of celebrity pictures, as these 
types of photos commonly include strangers around 
the targeted celebrity.  This dataset was created 
specifically for this project as no publicly available 
photo database of this nature currently exists.   

After compiling the results of multiple image 
scans, the overall photo set consisted of 217 images.  
Of these, 4 had to be removed due to extreme low 
quality or the resolution being too low.  With the 
remaining 213 images, OpenFace’s face detector was 
run using an automated script to extract basic facial 
information such as positioning.  From this basic data, 
we were able to compute the remaining features on 
each face and compare the detected face with the 
source image to hand label each face as either a 
bystander or target based on our perception of the 
image context.  In total, 521 faces were extracted and 
used to create the complete dataset. 

B. Classification Results 

    Each algorithm was trained over the extracted 
features and evaluated with a test size of 10% or 53 
faces.  The remaining 90% were reserved for use in the 
training set.  The training and test sets were randomly 
selected for each training session.  Comparisons are 
presented between each classifier’s accuracy on the 
complete feature set along with the feature set without 
gaze deviation, face size, and center deviation features 
included. 

 

 

 



 

Classifier (Full 
Feature Set) 

Test Accuracy 

GDBT 94.34% 

MLP 94.34% 

RF 92.45% 

SVM 90.57% 

Table 1. Accuracy of classifiers trained on full 
feature set. 

Classifier (No Gaze 
Deviation) 

Test Accuracy 

GDBT 94.34% 

MLP 90.57% 

RF 92.45% 

SVM 92.45% 

Table 2. Accuracy of classifiers trained on feature set 
with gaze deviation removed. 

Classifier (No Face 
Size) 

Test Accuracy 

GDBT 77.36% 

MLP 81.13% 

RF 81.13% 

SVM 84.91% 

Table 3. Accuracy of classifiers trained on feature set 
with face size removed. 

Classifier (No Center 
Deviation) 

Test Accuracy 

GDBT 83.02% 

MLP 81.13% 

RF 77.36% 

SVM 84.91% 

Table 4. Accuracy of classifiers trained on feature set 
with center deviation removed. 

    The highest classification accuracy achieved was 
94.34% or 50 correctly labeled faces out of 53.  This 
demonstrates the features are fairly effective in 
distinguishing targets and bystanders in photos from 
the dataset although there is still room for 
improvement.   

    By including the results from removing certain 
features, it is possible to examine the relative 
usefulness of each feature and determine if it adds 
unnecessary complexity to the overall model.  It is 
clear from removing the face size and center deviation 

features that these features are especially useful in the 
model. Every learning algorithm suffered negative 
performance impacts when removing them.  What is 
more surprising is the effect that removing gaze 
deviation had on the algorithms.  The MLP learner was 
the only negatively impacted classifier with the SVM 
actually improving in performance.  This indicates that 
gaze deviation could potentially be removed from the 
model for future experiments to reduce problem 
dimensionality and training time. 

VI. CONCLUSION 

    This paper proposed an approach for automated 
identification of targets and bystanders in photos. It 
identified a number of visual features that can 
effectively differentiate bystanders from targets when 
used in machine learning classifiers. The approach is 
intended for use in a larger system of automated visual 
obfuscation (e.g., [20, 21]) to protect stranger privacy 
in photos.   
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