
  
Overview— This report seeks to outline the design and initial 

implementation for an early use, wearable, stroke rehabilitation 
device.  The project’s goal is to have a wearable wristband, 
working in conjunction with a software program that can detect 
and correctly identify arm movements.  For the scope of this 
paper, the project will attempt to only detect the correct 
movements with the hope that future work can implement the idea 
into stroke rehabilitation. 
 

I. INTRODUCTION 
here are two types of stroke.  Ischemic stroke, where part 
of your brain has a reduction of oxygen-rich blood, and 

hemorrhagic stroke, where there is bleeding in the brain [1].  In 
both cases severe damage is done to the brain and the aftermath 
often requires the victim to go through rehabilitation.  Current 
rehab for stroke victims has an emphasis on strengthening one 
side of the patient’s body because typically the patient loses 
mobility on one side of their body (depending on the side of the 
brain that was affected by the stroke).  In the long run, some say 
that rehabbing both sides (affected and non-affected) of the 
patient can better help the patient regain mobility.  Ultimately, 
the best way for the patient to have a successful recovery is for 
the patient to perform the rehabilitation moves after they have 
left a clinical setting and are back on their own.  For this project, 
using wristbands to identify the user’s arm movements, the goal 
is to serve towards the aforementioned idea.  Wristbands won’t 
require expensive medical equipment to be loaned out to the 
patient and along with a simple software program that works 
with the bands, a patient could easily perform exercises alone 
(without help from a clinical setting).    

II. RELATED WORK 
Current research in stroke rehabilitation indicates that 

bimanual rehabilitation will improve the victim’s quality of 
life as compared to unilateral rehab [2].  Technology has been 
used in multiple different devices to aid those going through 
stroke rehabilitation.  For instance, the BATRAC (bilateral 
arm training with rhythmic auditory cueing) apparatus 
(developed in 2000) utilizes the beat produced by a 
metronome to instruct the patient to manipulate the grips of 
the device [3].  This device is shown in figure 1, and as the 
image illustrates, the apparatus can be mounted onto a chair.   

 
 

 
Figure 1: BATRAC 

 
As noted from [3], this type of technology was made 
commercially available in the form of a new device, Tailwind 
(shown in image below).   
 

 
Figure 2: Tailwind 

 
While the Tailwind device provides great exercises for post-
stroke patients, there are a few drawbacks (especially relative 
to a wristband-based system).  Despite the fact that the 
Tailwind device can be made portable, the device still needs to 
have a surface for the patient to set the equipment.  On the 
other hand, wristbands that work in conjunction with a phone 
application can easily be used in just about any setting (no 
need for a flat surface).  Due to the fact that recovering from a 
stroke is heavily reliant on continuous rehabilitation from the 
patient, the ease (and portability) that comes with wristbands 
would help provide the patient with plenty of opportunities to 
work through exercises.  Furthermore, multiple online sources 
indicated that the Tailwind device can cost around 4,000 
dollars.  While I don’t know how much wristbands would cost 
for a patient, I believe that the amount of material to make the 
bands would be significantly less than the Tailwind apparatus 
(therefore, the bands would not cost as much).  With this in 
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mind, I will now go into the design of my system in the next 
section.   

III. APPLICATION DESIGN 
In order to achieve gesture recognition with an Arduino and 

LSM9DS0 breakout board (contains accelerometer, gyroscope, 
and magnetometer), communication of accelerometer data was 
very important.  The diagram below illustrates the flow of 
communication in my design. 

 

 
Figure 3: High Level Architecture 

 
As shown in the above image, there are three components to my 
design.  The first, me (or “the user”), is shown on the left in the 
image.  The user will be wearing the Arduino (mounted on a 
breadboard) with the help of Velcro straps.  The uploaded 
Arduino sketch (discussed in more detail later in this section) 
will run the necessary code to communicate with an MQTT 
server.  This is accomplished through the use of “publishing” to 
the topic, “uark/csce5013/MYMAC /accel" (where MYMAC is 
a user defined constant which represents the lower 6 characters 
of the Arduino’s MAC address).  The python script, running on 
a laptop, will be subscribed to the same topic and thanks to the 
MQTT broker, the script can get the published data from the 
Arduino.  The script will then try to classify the accelerometer 
data provided by MQTT.  There are four gestures in total; 
moving arm out (away from body), moving arm across body, 
raising the arm, and performing no gesture.  Next, I will go over 
the hardware setup for my project. 

 
As mentioned before, the “wristband” for this system has an 

accelerometer/gyroscope board attached to an Arduino MKR 
board through the use of a breadboard.  In addition to the sensor 
and Arduino, a green LED was added to the board to 
communicate certain steps in the gesture recognition process 
(specifics about the LED are explained later in this section).   
Power is delivered to the board through the USB provided in 
the Arduino’s MKR bundle.  The diagram in figure 4 illustrates 
the hardware setup for the “wristband”.   
 

 
Figure 4: Hardware Setup 

 
From figure 4, there are three things to point out in the design.  
First, the Arduino was placed on the breadboard, as shown by 
the large box on the right side of the figure.  The power and 
ground from the Arduino were wired to the common “bus” lines 
on the breadboard so that the hardware setup didn’t have to use 
long wires (the breadboard ultimately had to be strapped to the 
user, so having long wires would get in the way of the straps).  
On the left side of the figure, the LSM9DS0 breakout board was 
placed.  The “Vin” and “GND” pins on the board were attached 
to power and ground from the Arduino, respectively.  In 
addition, the SCL and SDA pins from the breakout board were 
attached to pins 12 and 11 of the Arduino, respectively.  Finally, 
the smaller box at the top of the figure (labeled “LED”) is where 
the green LED was placed on the breadboard (connected to pin 
2 of the Arduino).   
 
 After the hardware was set on the breadboard, the Arduino 
sketch was composed in the Arduino IDE.  In order to 
incorporate the breakout board, I had to include an Adafruit 
Library found online [4].  Within the setup function of the 
Arduino sketch, configuration of the accelerometer on the 
breakout board is set, along with an instantiation of an object 
that could get readings from the accelerometer.  Furthermore, 
the setup function established a connection with Wi-Fi and sets 
a MQTT client object to be used later.  Within the main “loop” 
function of the sketch, a connection to the MQTT broker is 
established (and a condition is added to make sure that a 
connection is reestablished if the connection is ever broken).  
Next, the gyroscope of the breakout board is read.  If the reading 
in the x-axis has a large change (meaning the user turned their 
wrist fast), then a global Boolean variable is set (and LED will 
turn on to indicate that the wrist turn was detected).  The 
interaction allows the user to communicate with the Arduino 
sketch that he/she is ready to begin a gesture.  After a small 
delay, the LED will turn back on, indicating to the user that they 
should begin the gesture.  During this time, the Arduino is 
publishing the x, y, and z accelerometer axis data to MQTT.  
More specifically, the publication occurs in a “for” loop that 
runs 75 times, with about 200 milliseconds per iteration.  This 
was chosen because the math will make the total time run to 15 
seconds (same time taken for template gestures – explained 
later in this section).  After the loop, the sketch publishes a 
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“DONE” message to MQTT and the LED turns off.  The user 
can run another gesture by turning their wrist again (indicating 
that they are ready to perform another gesture).   
 
 In this last part of the design section, I will cover the python 
script (classifier).  First off, template data for each of the 4 
gestures was generated from an Android phone application.  
The Android phone was strapped to my wrist (same 
accelerometer orientation as the breakout board from the 
breadboard) and a start button was selected in a small 
application.  After the start button was pressed, the 
accelerometer data was printed to the console of Android 
Studio.  The resulting accelerometer data was recorded into 
“.csv” files.  Each gesture (arm out, arm up, arm across, and 
null gesture) had 15 samples recorded (with each sample having 
around 80 accelerometer data points).  At the start of the python 
script, the script will read in this data and store the templates in 
lists to be used later for classification.  Next, the python script 
will attempt to grab an MQTT client and upon success, the 
client will subscribe to the topic mentioned previously (where 
the Arduino is publishing accelerometer data).  The callback 
function that is tied to the script’s MQTT client will sort on the 
message based on checking the message for the word “DONE”.  
If the message does not contain “DONE”, then the script will 
continue to append the accelerometer data into a list.  Once the 
“DONE” message is received, the script runs DTW (dynamic 
time warping) to determine which of the four gestures was 
performed by the user.  The below figures are used to provide a 
small illustration to those that do not know how DTW works.   
 

 
Figure 5: DTW Graphical Representation 

 

 
Figure 6: DTW Distance Matrix 

 
Figure 5 shows how two time series; data sets are matched up.  
In this case, each point is not measured directly to the point that 

occurred at the same time between each time series.  Instead, 
there are some points from one series that are matched up with 
the same point from the other series.  This shows that DTW 
attempts to align the two series in the best way possible 
(meaning that if two series were identical except for a temporal 
shift, they would still be classified as the same in DTW).  In 
figure 6, the DTW matrix is shown.  To generate this matrix, 
the algorithm computes the distance between two points (in my 
design, distance is equal to Euclidean distance).  The final 
“cost” that is placed in the square is this distance, plus the 
minimal distance among three different points.  These points 
include the square to the left of the current square, directly 
below the current square, and diagonal (pointing towards the 
lower left corner) from the current square.  For the sake of the 
illustration in figure 6, there are pretend “infinity cost” squares 
along the left and bottom sides (pretend to be between the actual 
data points – shown in blue – and the cost matrix – values 
shown in black).  Also, the bottom, left corner of this matrix has 
a cost of 0.  As an example, I will cover calculating the “cost” 
of the red box with a value of 2 from figure 6.  The two points, 
2 and 0, have a distance of 2.  The minimal distance of the 
neighboring squares would be; infinity, infinity, and 0 (all from 
the pretend row that I said to add).  The minimum out of these 
three options is 0.  Therefore, the cost of the square is “0 + 2”, 
which is 2.  The final step in the DTW Matrix (shown in figure 
6 with the red boxes) is to start at the bottom left corner and 
move to the top right corner of the matrix.  During this process, 
the neighbor with the smallest cost is chosen and ultimately 
each box selected will have its cost contribute to a final cost 
variable.  The final sum of this path will provide a cost between 
the two data sets.  With this in mind, my project runs the data 
gathered from the accelerometer against all template gestures.  
The template gesture that produces the lowest cost will provide 
the classification on the candidate gesture, sent from the 
Arduino.  This classification is then printed to the screen 
running the script for the user to see.     

IV. RESULTS 
In order to test the wristband and classification design, I ran 

two tests.  First, I created a cross validation function in the 
python script to see if the accelerometer data from the Android 
phone could be correctly classified.  In order to implement this 
function, I created a “testing” data set and a “training” data 
set.  The testing data set had 3 instances of each gesture (12 
total gestures) in a “random” order.  The training set has all 
remaining data for each gesture (48 total points), so that none 
of the testing data points exist in the training set.  Then, 
classification was performed on all testing points and the 
accuracy of the DTW classifier was recorded.  Out of 12 
testing gestures, the algorithm correctly identified 10 of them 
(for an overall accuracy of 83%).  The two gestures that were 
not correctly identified were “No gesture” movements.  One 
of the incorrect classifications was classified as “arm out”, 
while the other was classified as “arm across”.  This result did 
not appear to be a major issue because the “No gesture” data 
points contain random accelerometer values.  Therefore, it is 
possible for the accelerometer values to come close to one of 
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the known gestures (such as “arm out” and “arm across”).  I 
believe that more samples for the “no gesture” movement 
could help the classifier with these issues.  Furthermore, a 
classification algorithm that focuses more on the parts of the 
data that are reading large changes in values (most likely 
where the gesture is performed) could better classify the 
gestures (hopefully this could leave out parts of the data where 
there is a lot of noise).     

The other test involved the actual wristband.  In this test, 
each gesture was attempted 3 times (video provided with 
project shows part of this test).  For this test, only 6 out of the 
12 gestures were correctly classified (overall 50% accuracy).  
The incorrect classifications were all related to “arm out” and 
“no gesture” movements.  In all misclassification cases the 
classifier made an “arm across” classification.  For the 
misclassification cases for “arm out”, I believe that this 
occurred because there is a very small window where the 
actual gesture occurs.  Therefore, with the fact that “arm out” 
is already similar to “arm across”, I believe it is very easy to 
get a low “cost” in DTW with “arm across” (even though the 
gesture might actually be “arm out”).  To fix this issue, it 
could be possible to again focus more on the parts of the data 
that see greater changes in values.  This different way of 
segmenting the data could allow the “arm out” templates to 
avoid accumulating too much cost in DTW (and thus allow the 
classifier to see the gesture as “arm out”).  The next section of 
this report will discuss what can be done in the future to 
continue moving this project into an actual product.   

V. FUTURE WORK 
To move on with this project, one major fix that needs to 

occur is better classification.  Developing a larger data set 
(template gestures) and incorporating more gestures will make 
the project fit closer with its end goal (becoming something 
that a stroke patient can use for rehabilitation).  With more 
templates/gestures, DTW won’t be the best algorithm because 
the computation required will grow with the data set (to 
classify a single gesture, each template gesture has to calculate 
the DTW matrix and cost).  Research into classification 
algorithms will help with this part of future work.   

In addition to classification, the project should attempt to 
move away from the LSM9DS0 board and focus more on a 
form factor closer to that of a smartwatch.  A device similar to 
a smartwatch can easily be worn by an individual for 
rehabilitation (significantly better than a breadboard).  

Furthermore, the project should attempt to use a different 
form of communication for the data (step away from MQTT).  
During this project, the MQTT connection was not always 
reliable (if a disconnection occurred, the python script had to 
be started again).  Going along with this improvement, the 
system should attempt to incorporate a phone application to 
act as a “rehabilitation session” for the user.  With a phone 
application, communication can be opened up to Bluetooth.   

Finally, the last piece of improving this project is to add an 
additional wristband.  The second wristband will allow the 
user to perform bimanual rehabilitation, which is ultimately 
what this project wants to accomplish.   
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