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Context 

Our Everything is Alive project at the University of Arkansas aims at understanding different aspects of the 
architecture for a future world of pervasive computing.  One of our theses is that we can learn about pervasive 
computing in the real world by studying simulations in virtual worlds.  This X10 Workshop position paper talks 
about an ontology service we are beginning to work on.  Other companion position papers talk about searching 
virtual worlds, smart objects, soft controllers and other, complementary topics. 

Problem 

In a virtual world like Second Life (SL), humans can look at a virtual door object and identify it as a door and not, 
say, a castle or a pencil.  While SL objects have a label field, it is often not used.  The situation is similar in the real 
world where objects do not know their type explicitly.  But, it is not hard to see that in a near future world of 
pervasive computing, when a consumer goes shopping and uses an RFID-enabled smart phone to query a can of 
beans or change a thermostat, it will be important for the system (consisting of user-phone-thermostat-cloud of 
knowledge) to be able to access knowledge relevant to a selected object. 

Objective 

Determine an organized way to associate metadata with individual objects in the real and/or virtual world.   

Approach 

There are millions of kinds of real-world objects.  While we could (somehow, in an ad hoc manner) attach properties 
to each individual object instance, it seems to make sense to use some sort of category scheme, that is, a knowledge 
representation or more specifically an ontology.   

Research Issues 

What is an ontology?  Why use an ontology? 

Relating to computing, an ontology is a machine-readable and understandable knowledge representation. An 
ontology contains a structured representation of concepts (or theories) concerning a domain, and usually contains 
information in a Subject-Verb-Object triple, or some variation thereof.  It allows programs to navigate and negotiate 
system-independent, scalable domains and give local meaning to the domains.  By not only exposing the primary 
data but also the structural metadata, loose coupling between hosts is allowed, soliciting novel connections and 
services.  Whereas previously static interactions were possible, dynamic run-time interactions are allowed by 
sharing metadata.  Additionally, denotation of content and context allow domain mapping and transformation.  

What sort of ontology?  What is its purpose? 

Ontology research includes work on representations (RDF [1], OWL [2]); editing toolkits (Protégé [3]); and several 
kinds of content ontologies, for instance:   

• Concept ontologies like WordNet [4] provide entries for concepts like chair, furniture, and even lawn chair 
and interrelationships among such concepts (type-subtype).   

• Upper ontologies that try to define abstractions like mass noun, physical object, animate object. 

• Domain ontologies that try to define terms for amphibians or for medical purposes. 

The semantic web [5] is semantic in that metadata facts and rules stored in a representation like RDF would make 
web pages more machine interpretable.   

We observe that, for the real world and for virtual worlds that aim to model real world objects, what is needed is a 
“lower ontology” or product ontology (as well as concept and upper ontologies).  There may be several hundred 
models of recumbent bicycles in the world, all with different visual, design operational and repair characteristics.  
There are thousands of product categories.  In the past six months, we have been working with the University of 
Arkansas Center for Applied Sustainability which is working with the retail community including Wal-Mart to 
develop a “sustainability index.”  Like a calorie label, a sustainability index measures the green footprint of any 
manufactured object based on its lifecycle from manufacture of components to transportation to use to disposal.  We 
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also work with the University of Arkansas RFID Research Center and observe that, whereas pallet and container 
level RFID was dominating as a way to track supply chains, item-level RFID is now being deployed in retail stores 
(esp. apparel and electronics).  We notice that smart phones are now instrumented with GPS builtin and RF 
controllers to control TVs and stereos.  Assuming consumer RFID catches on and smart phones can recognize tags, 
very soon we will need a way to augment product databases with meta data of interest to end users.  Where the 
semantic web may not have taken the world by storm (because of the low incentive to add metadata to web pages), a 
semantic world (where real world smart objects have explicit identity and can communicate) may be the commercial 
driver for adding semantics to things like products. 

Assuming that some virtual worlds will mirror the real world, it makes sense that the smart objects in the virtual 
world will reflect the real world smart objects.  Assume we had 800,000 virtual world models of the 800,000 
product that a major retailer has in its inventory and maybe another 800,000 for all car models, medical equipment 
and other real world objects, we’d have enough models to represent the real world.  While daunting, we could 
imagine product manufacturers designing these objects and, along the way, generating the metadata including the 
virtual world model.  So, virtual world models and associated descriptions in an ontology for their function, repair 
manual, etc. would all populate the ontology metadata knowledge cloud. 

Where is the ontology content located? 

Ontologies can offer services analogous to older data dictionaries, providing important context information and 
metadata, as well as typical repository/library capabilities.  In a simplified model, explicit ontology information 
could be stored in smart objects, in soft controllers (like smart phones), and/or in the ontology metadata knowledge 
cloud we just mentioned.   Many smart object applications exist today but with the “smarts” embedded in the object 
in an application-specific form.  This approach, which does not depend on any explicit ontology does not scale to 
millions of interoperable objects.  It makes sense to store ontology information in such a way that it can be available 
reflectively so it can be discovered and used by new applications. 

Ontology Service needed 

If an ontology editor could be morphed into an ontology service, it could be available for both real world and virtual 
world applications.  By including an ontological service in a virtual environment, representations can be generated 
dynamically and natively.  An army of domain experts would create the product ontology for smart objects 
including an optional virtual world model.  By automatically reflecting interface information, services can be 
accessed independently of implementation. These semantic services have the power to encapsulate and extend 
heterogeneous environment, facilitating automatic access to a changing provider base.  

Ontology Format 

In terms of context, ontologies are usually constructed through the markup and management of structured concepts 
within a domain. Virtual world applications present a challenge, as the context is distinct from the content being 
rendered, yet in current implementations only limited differentiation exists. Hence, the context must be described, 
detailed, and denoted before content can be regulated. Here we will define context as the system which provides 
meaning to the content. In the case of OpenSim, the context is the OpenSim framework itself, and in cases of 
resources, the grid services that handle the virtual world resources. This would include semantic information about 
the services and functionalities themselves, along with protocol markups, versioning information, and other unique, 
necessary information. Given the trend to implement reflective programming, in-situ, construction techniques could 
be used to gather and manage the various classes and instances present in the context domain. It should be noted that 
this technique could allow for gradual scaling and enhancement, at first only recording essential interface 
information, then slowly including more detailed project metadata. 

One Ontology or Many - Interoperability 

While current virtual world environments/platforms aren't interoperable, ontologies allow heterogeneous 
environments to interact in a meaningful ways, both service-oriented and data-oriented.. In the case of physical 
objects, resource information should be passed denoting the original source of information or the system of record, 
along with any other interested relations or attributes. These may or may not be augmented other identifiers denoting 
digital representations of the entity. In terms of purely virtual entities, the external reference information can be 
neglected, and only core metadata such as classification, unique identifiers, and semantic markup is necessary.  

At first a simple classification system could be used, deriving types from the each of the target domains (application, 
content, framework, etc.). The ontological repository could be exposed as a platform independent service, available 
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to any customer capable of semantic web access.  Arguably, the service itself could be distributed and could be 
maintained in each domain by each customer as a loose, distributed architecture. Perspectives (local ontology) 
should be used to optimize resources and allow local precision while maintaining flexibility and cohesion. A 
standard upper ontology may be necessary for each domain to solicit limited interoperability. Contributions could be 
developed by private groups or by the commons. 
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