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Position Statement 
To date, the driving uses for virtual world development have been entertainment and recreation by end-users.  
Enterprises are beginning to use virtual worlds as meeting places to reduce travel and for training and retail.  Both 
communities would gain additional value of they could use virtual world platforms to model and simulate the real 
world – but extensions are needed to make it easier to rapidly construct and instrument accurate and realistic real-
world simulations. 

Objective 
A primary objective of all of the projects I have been involved with has been to assess the suitability of virtual 
worlds for modeling and simulation of real-world systems, and to discover elements that are either missing or fail to 
meet minimum requirements for creating useful models. 

Progress to date 
Our results so far have been tantalizing, but have also served to expose what is missing.  Multiple workflows in 
various areas of healthcare have been simulated, but the level of detail and control is too coarse and primitive to 
provide results that could be used to support the design of real-world systems.  For example, one project simulated a 
heart catheterization procedure in a hospital, and utilized avatars controlled by a computer program.  Our model 
shows avatars performing an operation, but fine motor skill control is lacking.  The simulated procedure lasts just 
minutes where an actual procedure averages 90 minutes.  In addition, so far in our workflow procedure, there is 
never any variation – the same set of events always happen in the same order – our patients always survive and so 
far never experience any of the adverse reactions possible in such a procedure.  As such, the simulation reveals little 
that could be used to improve this procedure in the real world.   

Observations 
Second Life, along with the open source system OpenSimulator that most closely matches its capabilities, has many 
features that support modeling the real world, but the practical limitations quickly become apparent.  For instance, 
objects can be manually constructed out of primitive shapes built in-world via the client interface.  However, 
complex and intricate shapes, as well as very small and very large objects, are quite difficult, and limitations on 
primitive counts, prim sizes, link distances, and the physics engine make many objects nearly impossible to create 
(examples include small medical instruments or large transportation devices).  Additionally, more complex objects 
cannot be built by combining simpler ones in a hierarchical way. 

The physics engine is an important simulation feature that allows objects and avatars to apply and react to forces 
from each other, as well as supporting self-propelled transportation objects.  However, all physical objects and 
avatars exert forces on each other merely by being in physical proximity, with the result that many real-world 
activities cannot be practically simulated.  Examples include stacking boxes on a pallet, transporting physical objects 
by putting them inside of or on top of other moving objects or vehicles, and keeping physical objects from passing 
through other objects.  Elevators and conveyor belts are difficult to simulate and do not closely approximate real-
world ones. 

An environment where building takes place in-world in real time and all avatar agents in proximity can see the 
progress suggests that collaborative construction should make building simulations faster and easier.  But the reality 
is that the permissions structure generally makes collaboration more difficult than for each avatar agent to construct 
alone.  While some mechanism is needed to keep malicious agents from damaging a simulation, or stealing 
intellectual property, in-world collaboration should be at least as easy as it is in the real world. 

Avatars are the representation of human agents in the virtual world and many useful simulations require their 
participation.  Even though avatars have abilities that are superhuman, such as flying, teleportation, moving massive 
objects, and being impervious to injury, some simple real-world actions are difficult to impossible.  For instance, 
picking up, carrying, using as tools, and setting down objects.  One avatar cannot push another one sitting in a 
wheelchair.  Two avatars cannot carry a third one on a stretcher.  Many useful simulations requiring avatar 
participation need to have avatars controlled by the simulation system, rather than by humans.  However, there is no 
way to directly script avatars, and programs that replace the virtual world client so as to control avatar actions are 
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difficult to write, inefficient, and do not provide fine-grained control.  Simulations that require a large number of 
avatars acting within a relatively small area are currently hard to impossible. 

The real world is 3D and high def, containing cosmic and microscopic objects and phenomena.  Considerable data 
exists describing the real world – map data for most of the planet and CAD data for many designed objects.  
Modeling the entire earth (a grand challenge problem for virtual worlds) or a stadium full of people, or a hospital 
full of people, equipment, and supplies are all beyond the scalability of today’s virtual worlds as is capturing the 
detailed workflow activity and connecting real world to a mirrored virtual world model. 

For instance, simulations often need to model real-world locations, and these locations are easily defined by 
standards-based data structures.  However, there is no way to import existing data and use it to construct the 
simulation location, rather than having to build the simulation object by object (partly because of format 
interoperability issues and partly due to Linden Labs policy which is related to insuring an internal economy).  Once 
a useful simulation is constructed, it is far from trivial to save it in a reproducible form, or export it back to an 
external data structure definition that can be shared with others in or out of the virtual world. 

Finally, near-real time communications between in-world objects and external servers (database, intelligence, 
messaging, etc.) is possible, but is limited in speed and volume of data, and is unnecessarily difficult to program and 
synchronize.  Securing the communications to prevent malicious interference increases the difficulty by some factor, 
and is too often necessarily dependent on obfuscation. 

Future directions 
It remains to be seen if the deficiencies noted above can be corrected by extending the current architecture, or if a 
modified or new architecture is needed.  Since the business model of Second Life is not geared towards this type of 
simulation, it is unlikely that any of the proposed extensions will be added to it in the near future.   However, 
OpenSimulator is an open source platform that can be extended by anyone with the required knowledge.  Other 
virtual world platforms are under active development, and may already include some or all of the proposed 
extensions.  

Building objects by combining primitives is a relatively easy skill to learn and is surprisingly powerful.  If one 
considers primitives as sets of faces, edges, and vertices, then there is one build operation – union.  A possible 
extension would be the addition of intersection and difference operations, making more complex shapes possible 
while reducing primitive counts at the same time.  Once an object is built and scripted, it should be possible to use 
that object interchangeably with other primitives in building more complex objects, without losing its own identity.  
A system of collaborative permissions needs to be available and be chosen as the default for a group of avatars so 
that they can build together and use each other’s work without special action. 

A physics engine is needed that is extended to support simulation and not just gaming, and that respects physical 
laws (friction exists, objects can be stacked, they don’t repel each other just by being in proximity, and they can’t 
pass through each other). 

Just as objects can be scripted, there needs to be an extension that allows avatars to be scripted.  If possible, having 
scripted avatars present without having to have a client-agent connection to control them would make many more 
scenarios feasible, while improving scalability.  A path-finding service running at the server level and having direct 
access to the data defining all objects and terrain in a region should be available for both scripted objects and 
avatars. 

Extensions are needed for import and export of objects using data packaged in standard format(s), for instance, 
CityGML/Collada.  What gets packaged together for a given export should be definable in many ways, from whole 
region or parcel down to single object or prim.  Import-export tools need to respect the same collaborative 
permissions system mentioned above so that individual objects are not lost on export, and all objects imported are 
fully accessible to anyone on the build team. 

Two types of communications need to be extended.  First, objects and avatars need a more secure way to establish 
communications channels for simulation synchronization.  This could be accomplished by data encryption functions 
for transmission over public chat channels or by providing a way to create private channels.  Second, additional 
methods of communication with external servers need to be added to support asynchronous methods where 
messages can originate from either side without suffering the current limitations of XML-RPC. 

About the author 
Since early 2008, Keith Perkins has been involved with the Modeling Healthcare Logistics in a Virtual World 
project at the University of Arkansas [1].  He has completed four simulation projects using the virtual world Second 
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Life.  These projects have employed both human and computer controlled avatars, scripted objects, external 
databases, intricate communications, and custom animations and textures.  Youtube videos document two of these 
projects [2]. 
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[2] “Summer 2008 Demo - Part 1” and “Catheterization Lab Demo,” YouTube videos, see 
http://vw.ddns.uark.edu/index.php?page=media 

Potential Discussion Topics 
• Should the virtual world community develop a Reference Architecture for Virtual Worlds that lists glossary 

terms as well as describes design dimensions and design choices and a matrix of which virtual worlds support 
which design choices for each design dimension.  Such a document might encourage interoperability across 
virtual world implementations.   

• Regarding representations, why represent avatars differently than objects – why not enable scripting for both 
and add mesh data structures for objects.   

• What Second Life/OpenSim scalability dimensions are problems for modeling the real world?  How could 
we model a stadium full of people, the activities in a hospital, very small or very large objects, mirrors and 
reflection, …  How could we rapidly model a city? 
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